
Sound, Signals and the Discrete Fourier Transform

1 Audio files

Matlab has the capability to record process and play audio files. To play audio files you will need
computer with speakers, or connect earphones to the computer’s audio output socket.

CAUTION: HIGH AUDIO LEVELS IN EARPHONES CAN DAMAGE YOUR
HEARING, CHECK VOLUME FIRST BEFORE INSERTING EARPHONES!

Sounds are pressure waves in a medium (typically air). A microphone converts the pressure wave in
it a varying voltage proportional to the pressure, a device called an analogue to digital converter(ADC)
takes a sample of this voltage at regular time steps and converts converts it in to a binary number
which can be stored in a computer’s memory or in a file. Conversely a Digital to Analogue Converter
(DAC) is used to convert a stream of binary numbers in to a voltage which can then be passed through
a loudspeaker (or earphones) to make a sound. In computers a sound card is fitted (or more often in
recent times built in to the mother board) which contains DACs, ADCs and some capability for digital
processing of the audio signals. Humans can typically hear audio signals between about 20Hz and 20kHz.
A piano covers a range of about 30Hz to 4kHz with Middle C at 261.63Hz. Our perception of frequency
(or tone) varies with the logarithm of the frequency – so we perceive a geometric progression as if it were
a linear change in frequency.

The following code plays a tone with a frequency increasing from 200Hz to 275Hz over five seconds1.

t=0:1/1600:5;y= sin( 2*pi*(200+t.^2).*t); sound(y,1600)

The sound command takes as its argument a vector of sample values in the interval [−1, 1] and the
sample rate, that is the number of samples per second.

Sound files can be input/output using the wavread/wavwrite functions (for .wav files) and audioread/audiowrite

for general audio files. See the Matlab documentation for more information and examples.
The cluster computers have Audacity installed (on Windows and Linux) which is useful for editing,

analysing and playing audio files.
A sine wave gives a ‘pure tone’ rather like a flute or a very ‘clean’ whistle. Other musical instruments

make a more complicated sound which contains other frequency components (for example a violin). A
square wave has a Fourier series with a component at all odd frequencies and sounds very ‘impure’. The
cochlea in our inner ear measures the magnitude of each frequency component using small hairs that each
resonate at different frequencies. To analyse sounds digitally it is useful to extract Fourier components.

2 The Discrete Fourier Transform

We are familiar with the Fourier Series in which a function x of period T can be represented as a series

x(t) =

∞∑
k=−∞

ckek2πit/T

(with the conditions for convergence being given by Dirichlet’s theorem). In the special case where f is
a real valued function ck = c̄−k.

The Fourier coefficients are given by

ck =
1

T

T∫
0

x(t)e−k2πit/T dt.

In the discrete setting of digital signal processing we have a functions sampled at discrete, equally
space, points in time. We could of course approximate the integral in the definition of ck by a sum. The

1Is there something fishy about that frequency?
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same effect however is achieved by noticing that in CN ( the vectors uk = 1
N

(
e2πki(n−1)/N

)N
n=1

form an
orthonormal basis with respect to the standard inner product. We can therefore regard a sequence of
N samples of a function f , x = (x(t0 + (n− 1)δ))

N
n=1 as a vector (here δ is the sampling interval) and

define the Discrete Fourier Transform DFT of x as

x̂ = (x · un)
N
n=1 ∈ CN (1)

Note that as we are using complex vectors the dot product includes the complex conjugate. Then of
course we have

x =

N∑
k=1

x̂kuk. (2)

In general calculating the components of an N -vector with respect to an orthonornal basis would require
the application of a matrix, with N2 floating point multiplications and additions. However the coefficients
of the matrix are powers of the N -th roots of unity ωN = e−2πi/N and in the special case where N is
a power of two the calculation is considerably simplified and requires only order N logN floating point
operations. This algorithm, due to Cooley and Tukey[1], is called the Fast Fourier Transform (FFT), and
is one of the ten most important algorithms in computer science. Digital communications and digital
audio processing depend heavily on this method.

The Matlab function fft implements the FFT and its inverse is ifft. If N is not a power of two
the function first pads the vector with zeros to the nearest power of two, and this is less efficient than
choosing a power of two for N . It is conventional to plot a DFT with the zero frequency in the middle,
and taking k > N/2 to be equivalent to k − N . The Matlab function fftshift is provided for this
purpose. For a real audio signal only the absolute values of the first N/2 components are relevant to
how it sounds. The argument corresponding to phase differences between frequency components, which
are undetectable by the human ear.

3 Aliasing and windowing

It is helpful to consider the (continuous) Fourier Transform (FT) [3]2 of a function

x̂(s) =

∞∫
−∞

x(t)e−2πistdt

which can be inverted using the Inverse Fourier Transform

x(t) =
1

2π

∞∫
−∞

x̂(s)e2πistdt.

It is useful in that functions of time in real life are not really periodic, or indeed defined for all time, but
have a definite time at which they start and stop being defined. Typically we take the function to be
zero outside some interval in time. For periodic functions the Fourier transform is a generalized function
(also called a distribution). The Fourier Transform, like the Fourier Series and the DFT, is another way
of finding the frequency components in a function but in this case there is a continuum of frequencies.
In practice the DFT is used to approximate the FT.

The Shannon sampling theorem[2][3, p195] says that a function such that x̂(s) = 0 for |s| > S is
completely determined by its sampled values f(t0 +nδ), n ∈ Z provided δ < 1/(2S). Roughly the idea is
that you need to sample at more than twice the highest frequency you want to capture. The frequency
2S is also called the Nyquist frequency.

Trouble in digital signal processing happens when you under sample. If you have a higher frequency
present in your signal than twice your sampling frequency it will appear as a lower frequency, this is
called aliasing. If you plot a sinusoidal signal with less than about four samples per period you will find
it hard to recognise, but sampled below the Nyquist frequency the DFT is misleading (see Fig1).

2There are various definitions of the FT with different constants so check what a given author uses
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Figure 1: A plot of cos(0.1 · 2πt) and cos(0.9 · 2πt) showing that they give the same value for integer t.
The higher frequency sine wave is under sampled with a sampling interval of 1.

If we are interested in the changing frequency content of a signal an obvious choice is to choose some
time interval T and take the DFT of the samples in that time interval. Clearly T has to be large enough
to contain several periods of the lowest frequencies you are interested in but small enough that you
are not interested in the change in frequencies over that time interval. Your own cochlea, or a digital
spectrum analyser does something similar in that it is measuring the frequency components over some
time interval. The approach of simply looking a the unchanged signal over an interval of duration T is
the simplest thing to do in digital signal processing and is called box car or rectangular window sampling.
An alternative would be to consider a weighted sum over a time interval rather than a sharp cut off.
In Audacity under the Analyse/Plot Spectrum menu you can see the effect of different windows on the
spectrum. Note that the y-axis is logarithmic ( decibel dB means 10 log10 so −60dB is 10−6), so for
looking at the larger frequency components the effect of the different filters is often negligible.

A plot of frequency against time (or vice versa) where the absolute value of the DFT over a specific
window is indicated by the colour is called a spectrogram. Depending on the windowing and how quickly
the frequency is changing relative to the period of the underlying sine wave a spectrogram may or may
not be useful in revealing how the frequency is changing with time. For example in the two-tone alarm in
Fig 2 the default (on my computer) spectrogram in Audacity fails to reveal that the signal is a sine wave
changing frequency every quarter second. The ‘Chirp’ signal in Fig 3 has a frequency 100t2 + 100 Hz for
0 ≤ t ≤ 2 and this smooth but dramatic change in frequency is captured nicely by the spectrogram.

4 Exercises 1

1. Test the range of frequencies your computer can make and you can hear. Can you verify my claim
about our response to frequency being logarithmic?

2. Compare the sound made by a square wave and a sine wave of the same frequency.

3. Construct a vector corresponding to samples of audio with a smoothly varying frequency and plot
the absolute value of the DFT of this to verify that it is able to detect the changing frequency.

4. Import the file alarm.wav as a Matlab vector. Repeat the exercise of Fig 2 only using Matlab’s
fft to identify the two frequencies present. Check that you can do this in Audacity.

5. The file FSK.wav contains binary data coded with Frequency Shift Keying, that is one tone is used
to represent zero and one to represent one. It is used to transmit data over a phone line or over
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Figure 2: (left) A frequency spectrum (DFT) plot of a two-tone alarm (alarm.wav) in Audacity using
the rectangular sampling window. (right) Switch to Spectrogram view (pull down menu left where it says
the file name ‘alarm’) and we can see that there are two frequencies but we cannot see that it alternates
in tone every half second. You can see something is happening every half second, but this is the high
frequency Fourier components as the signal changes sharply between frequencies (the DFT of a square
wave). Going in to preferences and changing the spectrograph window size fixes this (bottom)
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Figure 3: The spectrogram of the ‘Chrip’ with a quadratically changing frequency generated from
the Matlab t=0:0.001:2; X= cos(2*pi * ( (100/3)*(t.^3) + 100.*t ));. The file is saved as
chirp.wav’. The plot used spectrogram from the Matlab Signal Processing Tool Box, but it is only a
few lines of code to do this with fft

radio. Which frequencies are being used? Can you determine how many bits per second are being
sent?

5 Instantaneous Frequency

So far we have understood the frequency content of a signal as something we derive from looking at the
DFT over some window in time, so it is inevitably an average frequency content. There are many cases
where the frequency can be thought of as varying continuously with time. We have seen this in the
chirp signal and the phenomena occurs widely in nature, for example a sinusoidal sound source moving
relative to the observer as a variable speed results in a variable pitch as we notice with cars going past
on a the motorway. A spinning coin on a table gives a sound with varying pitch as it starts to oscillate
around its rim, or an electric guitar where the player varies the string tension with a tremolo arm. In
radio engineering Frequency Modulation is a common method to encode an audio (or data) signal in a
carrier frequency by a small variation of the frequency proportional to the audio signal. This method
is used for higher carrier frequencies (above about 10MHz) and the advantage is that it is insensitive
to variations in the amplitude of signal (for example the signal strength varies in a car radio as the car
moves).

To review notation a sinusoidal signal A cos(2πft+ φ) is said to have amplitude A frequency f and
phase φ. We could clearly generalise this by replacing A, f or φ by functions of t. The signal is no longer
sinusoidal but if the rate of change is slow compared to the period of the signal the concept of a sine
wave with variable amplitude and phase makes some sense. However it is clear that these quantities are
no longer uniquely defined by the signal. There is a concept of Instantaneous Frequency that is useful
in signal processing. We give a quick overview here but for more details see the review paper[4]. This
approach is something not so widely understood in the physics and engineering communities largely as
understanding it requires some complex analysis.

To elucidate the idea of a sine wave with a variable frequency it is convenient to consider x(t) = cos θ(t)
for some function θ, it is a cosine in the angular variable θ but the angle is no longer rotating at a uniform
rate. In the case θ(t) = 2πft+ φ(t), with f constant, we can think of this as a sine wave with a varying
phase, as long as |φ′| is small compared with 2πf . We define the instantaneous frequency at t as

finst(t) =
θ′(t)

2π
= f +

φ′(t)

2π
. (3)

With this interpretation, if you have a signal m(t) and you want to frequency modulate a sinusoidal
signal with frequency f0, the modulated signal is

xFM(t) = cos 2π

f0t+

t∫
0

m(t) dt

 (4)
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and we see that there is no real difference between changing phase and frequency as they are related by
(3). If we want to extract the information we coded this way (phase modulation or frequency modulation)
we just need to know if the intended signal was the phase or (a constant multiple of) its derivative.

6 Extracting Instantaneous Frequency

Given the definition of instantaneous frequency it is not clear the best way to extract it. An argument
(sketched in [4]) using the a method from asymptotic analysis called the method of stationary phase shows
that for the instantaneous frequency small compared to the carrier frequency a windowed Fourier trans-
form gives a good approximation to the instantaneous frequency. By contrast for a variable frequency
wave of the form cos 2π(f0 + f(t))t this approach does not recover f(t) but

d

dt
(f(t)t) = f ′(t)t+ f(t) (5)

There is a way of extracting the instantaneous frequency that is in many cases more accurate and
now widely used in signal processing. The details are sketched here but we have also given you an
implementation of of the method in demodfm (FM demodulation)

SO IT IS NOT NECESSARY FOR YOU TO UNDERSTAND THE FOLLOWING THEORY FOR
THIS COURSE.

Sometimes in solving a problem quickly for a client you have to take some theory (or the way someone
else’s well tested code) on trust to get the job done, and come back to the theory when you have delivered
a solution to your client on time!

The Hilbert Transform[3] of a real function x(t) is defined by

Hx(t) = P.V.

∫ ∞
−∞

x(s)

t− s
ds, (6)

where P.V. indicates the Cauchy principal value of the integral. A more convenient method of evaluating
the Hilbert Transform numerically is to use the Fourier Transform and the relation

Ĥx(s) = −i sign(s)x̂(s) (7)

and an approximation to this using the DFT is given by [5] and implemented in my function Hilbert1.m.
If x(t) is a real valued signal the complex signal z(t) = x(t) + iHx(t) is a complex analytic function

restricted to the real axis. The instantaneous phase is then θ(t) = arg z(t) and the instantaneous
frequency given by (3). The argument needs some care in treatment as the ambiguity of 2π might make
the function have a large jump. The Matlab function unwrap attempts to correct this. Numerically
the Matlab function diff is used to compute an approximate derivative (its inverse is the cumulative
sum cumsum ). See the code in demodfm for details. The Matlab Signal Processing Toolbox has more
comprehensive modulation and demodulation tools.

An application of demodfm to the two tone alarm is shown in Fig 4.

7 Exercises 2

6. Choose some way to vary (instantaneous) frequency of an audio signal, as I did in the chirp example
and use demodfm to extract the frequency (up to a scale factor?).

7. In the above example try a function of the form cos 2πf(t)t where f(t) is your instantaneous
frequency to see the difference.
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Figure 4: A plot generated by the Matlab code plot(linspace(0,12.643,166240
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